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1. INTRODUCTION

Abstract

Background. Adaptive programming environments increasingly report students’
competence from log data such as attempts, hints, solution time and written
reflections. Such “digital trace” indicators are attractive for formative assessment, but
their validity is rarely examined before they are shown to teachers and students.
Purpose. This study examines whether the four indicators of a process-based learner
model, implemented in the AlgoAdapt system to estimate the cognitive, practical,
metacognitive and reflective components of algorithmic competence, measure the
constructs they are intended to measure. Methods. Following an evidence-centred
perspective on assessment, the scoring code of the system was applied without
modification to logs generated for 3,000 synthetic learners whose four latent
component traits were known. Convergent and discriminant validity, the influence of
a construct-irrelevant trait (verbosity), parallel-forms reliability for windows of 10-80
attempts and robustness to two response strategies (keyword padding of reflections
and copying generated solutions) were analysed. Results. All indicators correlated
substantially with their target traits (r = .78-.87) and were reliable for the default
window of 40 attempts (r = .91-.96). However, the cognitive and practical indicators
were practically identical (r > .99), the metacognitive indicator was partly driven by
practical skill (B = .38), and verbosity explained part of the reflective indicator (B =
.48). Copying generated solutions moved all copiers into the “high” band on three
components. Conclusions. Reliable process indicators are not automatically valid. We
propose concrete revisions—separating evidence sources, adjusting time for
correctness, rubric-based reflection scoring and process checks that resist copying—
that should be made before such indicators inform grades.

KEYWORDS

Learning analytics; process data; evidence-centred assessment; validity; algorithmic
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Competence in algorithm design is a central outcome of
introductory programming, yet it is difficult to assess with final
answers alone. A correct program can hide a fragile
understanding, and an incorrect one can conceal sound
reasoning disrupted by a minor error (Lister et al., 2004;
Robins et al., 2003). Automated assessment systems have
therefore begun to record not only whether a solution passes

tests but also how it was reached: the number of submissions,
the time taken, the hints requested and the errors made
(Ihantola et al., 2010; Ihantola et al., 2015). Learning
analytics promises to turn these traces into timely information
for teachers and students (Siemens & Long, 2011), and
adaptive systems use them to estimate competence and to
choose the next task.
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The assessment literature warns that this promise depends on
validity. In the evidence-centred view, every assessment rests
on a chain linkihng a model of the competence, the
observations that are collected and the interpretation that
turns observations into claims (Mislevy et al., 2003; Pellegrino
et al., 2001). Validity is the degree to which evidence and
theory support these interpretations for their intended use
(AERA et al., 2014; Messick, 1995). Process indicators raise
specific threats to this chain. They can confound the target
competence with other characteristics (construct-irrelevant
variance), they can fail to distinguish components that are
supposed to be different, and, because students learn what
the system rewards, they can be gamed (Baker et al., 2004).
The arrival of generative Al tools adds a new threat: a student
who pastes a generated solution produces a trace that may
look like expert performance (Denny et al., 2024; Prather et
al., 2023).

Empirical validation of process indicators with real students is
necessary but slow, and it cannot reveal problems whose
source is the scoring rule itself. Simulation offers a
complementary first check: when synthetic learners with
known latent traits produce logs, the scoring rules can be
examined against the “ground truth” that real data never
provide. Such simulation studies are standard in
psychometrics for evaluating estimators before field use
(Feinberg & Rubright, 2016; Morris et al., 2019).

This study applies such a check to the learner model of
AlgoAdapt, an adaptive system for first-year programming
courses that estimates four components of algorithmic
competence—cognitive,  practical, = metacognitive  and
reflective—from the attempt log and shows them to teachers
on a dashboard. Four research questions guided the study:

RQ1. Do the four indicators correlate with the latent traits
they are intended to measure (convergent validity), and do
they distinguish between components (discriminant validity)?

RQ2. To what extent are the indicators influenced by a
construct-irrelevant characteristicc namely the tendency to
write long reflections?

RQ3. How reliable are the indicators, and how does reliability
depend on the number of logged attempts used?

RQ4. How robust are the indicators to two response
strategies: padding reflections with expected keywords and
copying generated solutions?

2. METHODS
2.1. The learner model under study

AlgoAdapt 2.0 is a web-based adaptive system for the first-
year courses “Programming 1-2”, organised into seven
modules from linear algorithms to sorting and searching
(registered as computer software, certificate No. DGU 64245).
After each submission the system logs the result, the attempt
number for the task, the solution time, the task level (which
determines the normative time), the hint level and the
student’s answer to a reflection prompt. For each student and
module, the learner model computes four indicators from the
40 most recent attempts (Table 1); the integral indicator is
their mean. Values of 0.75 and above are reported as “high”,
0.50-0.75 as “intermediate” and below 0.50 as “low”. The
intended interpretation is that each indicator reflects the
corresponding component of algorithmic competence (Table
1, last column).

Table 1. Indicators of the AlgoAdapt learner model and their intended interpretation

Indicator Scoring rule (weights) Intended construct
Keog 0.65 x share correct + 0.35 x mean score Knowledge of algorithmic concepts and
structures

Kprac 0.55 x mean score + 0.25 x share correct + 0.20 x (1 — Designing, coding and testing
normalised repeated attempts) algorithms

Kmeta 0.55 x share of attempts without hints + 0.45 x (1 — mean Planning, monitoring and strategy
time ratio, capped at 1) selection

Kref 0.60 x mean reflection quality + 0.40 x share of tasks Error analysis and improvement of one’s
corrected by the student after an error own solution

I mean of the four indicators Algorithmic competence overall

Note. Score equals 1 for a correct and 0 for an incorrect submission. Time ratio = solution time / (120 + 20 x task level) seconds.
Reflection quality = min(1, words/35) plus 0.05 for each of eight strategy-related keywords present, capped at 1.
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2.2. Generative model of synthetic learners

Each synthetic learner was given four latent traits (8cog, Bprac,
Bmeta, Brer), drawn from a multivariate normal distribution with
unit variances and inter-correlations of .40, reflecting the
expectation that the components are related but distinct. A
fifth, construct-irrelevant trait, verbosity (v), was drawn
independently from N(0, 1). Behaviour on each task was
generated as follows (Table 2). Task difficulty b was drawn
from N(O, 0.72), and the task level, used only for the
normative time, from levels 3—7. The probability of requesting

a hint decreased with metacognition and overall ability and
increased with difficulty. The probability of a correct
submission depended on cognitive and practical traits, on hint
use and, for repeated attempts, on the reflective trait, which
represents the ability to analyse and correct one’s own errors.
A student could submit up to three times per task. Solution
time depended on difficulty, practical skill and metacognition.
Reflection length depended on the reflective trait and on
verbosity, while the number of strategy-related terms
depended only on the reflective trait.

Table 2. Generative model used to simulate attempt logs (o denotes the logistic function)

Behaviour Model

Hint requested before the first
submission

Correct submission k (k = 1, 2, 3)

Time ratio

Reflection length (words)

Strategy-related keywords (of 8)

P = 0(_05 - 0-9emeta - 0-4'(6509 + eprac)/z + 06b)

P = 0(0.80cog + 0.80prac — b + 0.6-hint + 0.8*(k — 1)"0(Brer))

exp(0.35b — 0.358prac — 0.250meta + €), € ~ N(O, 0.352)

Poisson(max(1, 12 + 100 + 8v))

Binomial(8, a(—1 + 1.26))

The generated attempts were passed, in chronological order,
to the scoring functions copied verbatim from the production
code; only the database query was replaced by an in-memory
list limited to the same window of attempts. All analyses used
fixed random seeds, and the code is provided as
supplementary material.

2.3. Analyses

Validity (RQ1, RQ2). For 3,000 learners with 40 tasks each, we
computed the correlation of every indicator with every latent
trait. To separate the contributions of correlated traits, each
standardised indicator was regressed on the four standardised
traits and verbosity; the standardised coefficients (B) show
which characteristics drive the indicator. Correlations among
the indicators were compared with the true trait inter-
correlation of .40.

Reliability (RQ3). For windows of 10, 20, 40 and 80 attempts,
two independent sets of tasks were generated for each of
2,000 learners with fixed traits, and the correlation between
the two resulting indicator values was taken as parallel-forms
reliability.

Robustness (RQ4). In each of two scenarios, 20% of 3,000

learners adopted a response strategy. In keyword padding,
the student wrote 36-word reflections containing all eight
strategy terms regardless of content. In copying, the student
pasted a generated solution: first-attempt success with
probability .95, no hints, solution time about one third of the
norm and short reflections. Indicator values of these learners
were compared with values computed for the same learners
working genuinely, and the convergent correlations in the
mixed population were compared with those in the genuine
population.

3. RESULTS
3.1. Convergent and discriminant validity (RQ1)

All four indicators correlated substantially with their intended
traits: r = .79 for Keog, .79 for Kprac, .87 for Kmeta and .78 for
Kref. The regression analysis, however, showed that
convergence did not imply specificity (Table 3). Kcog and Kprac
depended equally on the cognitive and the practical trait (B =
.57 and .56 for both indicators), and the two indicators
correlated at r > .99 with each other, far above the true trait
correlation of .40. Kmeta Was driven mainly by metacognition
(B = .68) but also by practical skill (B = .38). Krr was driven
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mainly by the reflective trait (B = .86) and was the most

distinct indicator, correlating only .26—.28 with the others.

Table 3. Standardised regression coefficients of each indicator on the latent traits and verbosity (N = 3,000,
window = 40 attempts)

Indicator Ocog Oprac Ometa Orer Verbosity R? Convergent r
Keog .57 .56 -.08 .06 .00 .89 79
Kprac .57 .56 -.08 .06 .00 .89 .79
Kmeta .10 .38 .68 -.01 -.01 .90 .87
Kre -.10 -.10 .01 .86 .48 .86 .78

Note. Bold values mark the intended trait. Correlations among indicators: Keog—Kprac > .99; Keog—Kmeta = .64; Korac—Kmeta = .65;

Kref With the others = .26—.28.

Two different mechanisms produce these results, and it is
important to separate them. The near-identity of Kcog and Kprac
is structural: because the score of a submission is binary and
equal to its correctness, Keog reduces to the share of correct
submissions, and Kprac differs from it only by a small term for
repeated attempts. This would hold under any generative
model. By contrast, the equal dependence of both indicators
on the cognitive and practical traits reflects our assumption
that correctness depends equally on both; if one trait
dominated correctness, both indicators would follow that trait.
Similarly, the contribution of practical skill to Kmeta arises
because the time term rewards fast solutions, and fast
solutions are produced by skilful students regardless of how
they plan and monitor their work.

The indicators also differed in their distribution. Mean values
were 0.56 (Kcog), 0.60 (Kprac), 0.43 (Kmeta) and 0.41 (Keer). With
the fixed cut-offs, 26—27% of learners were classified as “high”
on the cognitive and practical components but only 6% on the
metacognitive and 3% on the reflective component, although
all traits had the same distribution. The cut-offs are therefore

not comparable across components.
3.2. Construct-irrelevant variance (RQ2)

Verbosity, which by construction had nothing to do with
competence, had no influence on the first three indicators but
a substantial influence on Krer (B = .48, r = .48). The source
is the reflection-quality heuristic, in which length up to 35
words contributes most of the score. A student who habitually
writes long answers therefore obtains a higher reflective
indicator than an equally reflective student who writes briefly.

3.3. Reliability (RQ3)

Reliability increased with the window size for all indicators
(Figure 1). With the default window of 40 attempts, parallel-
forms reliability was .91 for Keog and Kprac, .91 for Kieta, .96 for
Krer @and .95 for the integral indicator. With only 10 attempts it
fell to .74-.75 for the first three indicators. The reflective
indicator was the most reliable at every window size, partly
because verbosity is a stable characteristic of the learner:
reliable variance is not necessarily valid variance.
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Figure 1. Parallel-forms reliability of the indicators as a function of the number of logged attempts used (2,000
synthetic learners per window). The cognitive and practical curves overlap.

3.4. Robustness to response strategies (RQ4)

Keyword padding affected only the reflective indicator but did
so strongly (Table 4, Figure 2). For the padding learners, Kref
rose by 0.32 on average, and the share classified as “high”
increased from 3% to 36%. In the mixed population, the
correlation of K:.r with the reflective trait dropped from .78 to
.55.

Copying generated solutions had a much broader effect. The

cognitive, practical and metacognitive indicators of copiers
rose by 0.36-0.42, and all copiers were classified as “high” on
these three components, compared with 26%, 28% and 6%
of the same learners working genuinely. Their integral
indicator rose from 0.50 to 0.72. Only the reflective indicator
decreased, because copiers wrote short reflections and had no
errors to correct. With 20% copiers in the group, the
convergent correlations of all four indicators fell to .54-.56.

Table 4. Effect of two response strategies adopted by 20% of learners (N = 3,000)

Indicator Padding: Padding: Padding: Copying: Copying: Copying:
change in “high”, % convergent change in “high”, % convergent r
mean r mean

Keog 0.00 26 — 25 .80 — .80 +0.39 26 — 100 .80 — .55

Kprac 0.00 28 — 26 .79 — .79 +0.36 28 — 100 .79 — .54

Kmeta 0.00 6—6 .87 - .87 +0.42 6 — 100 .87 — .56

Kref +0.32 3—-36 .78 — .55 -0.29 3—-0 .78 — .56

Note. Changes in mean and “high” shares refer to the learners adopting the strategy, compared with the same learners working
genuinely. Convergent r refers to the whole population, without and with the strategy.
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Figure 2. Share of learners classified as “high” (K = 0.75) when working genuinely and when padding reflections with keywords
or copying generated solutions (the same 20% of learners in each condition).

4. DISCUSSION

This study asked whether the indicators of a process-based
learner model measure what they claim before they are used
to inform teachers and students. The answer is mixed. On the
positive side, every indicator tracked its intended trait with
correlations of .78-.87, and the default window of 40 attempts
gave high reliability. On the negative side, the analysis
revealed four problems that would not be visible from
reliability or convergent correlations alone, and each points to
a concrete revision.

Separate the evidence for the cognitive and practical
components. Two indicators that correlate above .99 cannot
inform a teacher about two different components; showing
them separately on a dashboard suggests a distinction that
the data do not support. In evidence-centred terms, the two
claims need different observations (Mislevy et al., 2003).
Conceptual knowledge can be observed in tasks that do not
require writing code, such as predicting the output of a given
program, tracing variables or explaining an algorithm (Lister
et al., 2004), whereas practical skill is observed in code-writing
tasks and in the quality of the testing and debugging process.
The system already contains both short-answer and code
tasks; computing Kcog only from the former and Kprac only from
the latter, with partial credit for passed tests rather than a
binary score, is a direct remedy.

Adjust time for skill. Rewarding fast solutions makes the
metacognitive indicator partly a measure of practical skill.
Metacognitive regulation is better reflected in how a student
uses resources than in how quickly a task is solved
(Zimmerman, 2002): requesting a hint after an unsuccessful

attempt rather than before trying, revising a plan after a failed
test, or estimating difficulty accurately. Time can be retained
if it is expressed relative to the time expected for a student of
the same skill, which removes the share explained by practical
ability.

Score reflections by content, not length. The length-
based heuristic introduces construct-irrelevant variance and is
easily gamed by keyword padding. Reflection quality should
be judged with a short rubric (e.g., whether the student
identifies the error, names its cause and states a strategy for
the future), applied by teachers to a sample and, if automated,
validated against teacher ratings. Large language models can
assist with such scoring, but their judgements also require
validation and teacher oversight (Hooshyar et al., 2025).

Design for generative AI. The copying scenario shows that
process indicators based on correctness, speed and hint use
reward exactly the trace that a pasted solution produces.
Detection of Al-generated code is unreliable and is not
recommended as a primary safeguard. A more robust
approach is to collect evidence that a pasted solution does not
provide: predicting and explaining program behaviour, finding
and explaining errors in given code, constructing test cases,
and short oral defence of submitted solutions (Denny et al.,
2024; Prather et al., 2023). Anomalous patterns, such as fast
first-attempt successes at a level far above previous
performance, can be flagged for the teacher rather than
scored automatically.

Calibrate the cut-offs. Identical cut-offs produced very
different shares of “high” learners across components with
identical trait distributions. Cut-offs should be set per
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indicator, for example by standard-setting with teachers or by
anchoring them to external criteria, before levels are reported.

More generally, the results illustrate a point made in the
validity literature: reliability is necessary but not sufficient
(Messick, 1995). The reflective indicator was the most reliable
precisely because part of it measured a stable but irrelevant
habit. Learning analytics dashboards that report such
indicators risk giving teachers confident but misleading
information, which is one reason why recent work calls for
human-centred and responsible use of AI in education
(Hooshyar et al., 2025).

4.1. Limitations

The results depend on the generative model. Its functional
forms and parameters are plausible but not estimated from
real data, and real students differ in ways the model omits,
such as motivation, collaboration and changes in skill during
the window. The structural findings—the near-identity of Keog
and Kprac, the dependence of Ker on text length and the
susceptibility of correctness- and speed-based indicators to
copying—follow from the scoring rules and do not depend on
these assumptions; the exact magnitudes do. The strategy
scenarios are stylised, and the share of 20% was chosen for
illustration. Finally, simulation can reveal threats to validity but
cannot establish validity; that requires data from students,
independent measures of the four components and teacher
judgements.

4.2. Future work

The next step is to implement the proposed revisions in
AlgoAdapt and to evaluate the revised indicators with first-
year students, relating them to independent tests of
algorithmic knowledge, rubric-scored code and reflection
samples rated by teachers. Repeating the present simulation
for the revised indicators will show whether the structural
problems have been removed before the field study begins.

5. CONCLUSION

A process-based learner model that estimates cognitive,
practical, metacognitive and reflective components of
algorithmic competence from attempt logs was examined with
simulated learners whose traits were known. The indicators
were reliable and correlated with their target traits, yet two of
them could not be distinguished, one was contaminated by
practical skill, one by verbosity, and three were inflated to the
maximum by copying generated solutions. Simulation-based
checks of this kind are inexpensive and should precede the
use of process indicators for reporting to teachers or for
grading; the specific revisions proposed here—separate
evidence sources, skill-adjusted time, rubric-based reflection
scoring, Al-resilient evidence and calibrated cut-offs—apply to
many adaptive programming environments beyond the
system studied.
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